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01 Read rows with SELECT

SELECT id, name, city
FROM users
WHERE active = TRUE;

Examples use the users and orders tables on page 2.
Keywords are conventionally uppercase; semicolons end
statements.

Common SQL is shared, but types, functions, and parameter
syntax vary by database. LIMIT examples fit PostgreSQL,
MySQL, and SQLite.

02 Filter conditions

= / <> Equal / not equal

> / >= Greater / at least

AND / OR / NOT Combine conditions

IN (1, 2) Match a listed value

BETWEEN 1 AND 5 Inclusive range

LIKE 'A%' Starts with A

LIKE uses % for any sequence and _ for one character. Case
sensitivity depends on the database and collation. Group
AND/OR with parentheses.

03 Sort & limit results

SELECT id, name
FROM users
ORDER BY name ASC, id ASC
LIMIT 10 OFFSET 20;

ASC is ascending; DESC is descending. This skips 20 rows and
returns up to 10. Use a unique tie-breaker for a stable order.

04 NULL & fallback values

SELECT name,
       COALESCE(city, 'Unknown') AS city
FROM users
WHERE email IS NULL;

NULL means missing or unknown. Use IS NULL or IS NOT
NULL, not = NULL. COALESCE returns the first non-NULL
argument.

05 Aggregate functions

SELECT COUNT(*) AS orders,
       COUNT(user_id) AS linked_orders,
       SUM(total) AS revenue,
       AVG(total) AS average_total,
       MIN(total) AS smallest,
       MAX(total) AS largest
FROM orders;

COUNT(*) counts rows. COUNT(column) and most other
aggregates ignore NULL inputs. SUM on no rows returns
NULL; COUNT returns 0.

06 GROUP BY & HAVING

SELECT user_id, COUNT(*) AS orders
FROM orders
WHERE total >= 10
GROUP BY user_id
HAVING COUNT(*) >= 2
ORDER BY orders DESC, user_id;

WHERE filters rows before grouping; HAVING filters groups
afterward. Group selected non-aggregate columns. DISTINCT
removes duplicate result rows.

07 INNER JOIN

SELECT u.name, o.id, o.total
FROM users AS u
INNER JOIN orders AS o
  ON o.user_id = u.id;

Returns matching pairs from both tables. One user can
appear many times when they have several orders. Aliases
shorten qualified column names.

08 LEFT JOIN

SELECT u.name, o.id
FROM users AS u
LEFT JOIN orders AS o
  ON o.user_id = u.id
 AND o.total >= 50;

Keeps every user, even without a matching order. Unmatched
right-side columns are NULL. A right-side WHERE filter can
remove those unmatched rows.

09 Subqueries & EXISTS

SELECT u.id, u.name
FROM users AS u
WHERE EXISTS (
  SELECT 1 FROM orders AS o
  WHERE o.user_id = u.id
);

EXISTS tests whether a subquery returns any row. This finds
users with orders without duplicating users. NOT EXISTS finds
users without orders.

https://devsheets.io
https://devsheets.io
https://www.postgresql.org/docs/current/tutorial-sql.html


QUICK REFERENCE / SQL

SQL Define tables and change data carefully.

DevSheets

02 / TABLES & EVERYDAY OPERATIONS

devsheets.io  /  Practical references for developers SQL essentials  |  September 2026 PostgreSQL SQL Guide 2 / 2

10 Create a table

CREATE TABLE users (
  id INTEGER PRIMARY KEY,
  name VARCHAR(80) NOT NULL,
  email VARCHAR(200) UNIQUE,
  city VARCHAR(80),
  active BOOLEAN NOT NULL DEFAULT TRUE
);

PRIMARY KEY identifies rows; NOT NULL requires a value;
UNIQUE prevents duplicates. ID generation and type
enforcement differ by engine.

11 INSERT rows

INSERT INTO users
  (id, name, email, city)
VALUES
  (1, 'Maya', 'maya@example.com', 'Boston'),
  (2, 'Leo', NULL, NULL);

List the target columns explicitly. Omitted columns use their
defaults or NULL if allowed. Strings use single quotes; escape
an apostrophe as two quotes.

12 UPDATE & DELETE

UPDATE users
SET city = 'Chicago'
WHERE id = 1;

DELETE FROM orders
WHERE id = 99;

WHERE limits affected rows. Without it, UPDATE or DELETE
targets every row. Preview the same condition with SELECT
and use a transaction when appropriate.

13 Relationships & constraints

CREATE TABLE orders (
  id INTEGER PRIMARY KEY,
  user_id INTEGER NOT NULL,
  total DECIMAL(10, 2) NOT NULL,
  CHECK (total >= 0),
  FOREIGN KEY (user_id) REFERENCES users(id)
);

A foreign key requires a matching parent row here. CHECK
enforces a condition. SQLite needs foreign-key enforcement
enabled per connection.

14 Indexes

CREATE INDEX idx_orders_user
ON orders (user_id);

CREATE INDEX idx_users_city_name
ON users (city, name);

Indexes can speed up reads but cost storage and extra write
work. Column order matters in composite indexes. Inspect
query plans with your engine's EXPLAIN tools.

15 Transactions

BEGIN;
UPDATE orders
SET total = total + 5
WHERE id = 10;
COMMIT;

A transaction groups changes into one unit. COMMIT saves
them; use ROLLBACK instead to undo pending changes.
Autocommit, isolation, and DDL behavior vary by engine.

16 Common table expressions

WITH totals AS (
  SELECT user_id, SUM(total) AS spent
  FROM orders GROUP BY user_id
)
SELECT user_id, spent
FROM totals WHERE spent >= 100;

WITH names a query result for the current statement. It helps
break a larger query into readable steps; it does not create a
permanent table.

17 Conditional values with CASE

SELECT id,
  CASE
    WHEN total >= 100 THEN 'large'
    ELSE 'small'
  END AS order_size
FROM orders;

CASE returns the result for the first true condition. ELSE
supplies a fallback; without ELSE, no match returns NULL.

18 Bind values as parameters

-- SQLite / compatible driver example
SELECT id, name FROM users
WHERE email = ?;

Pass the email separately through your driver's parameter
API. Do not concatenate user input into SQL. Placeholder
styles vary, including ?, $1, and named forms.

Parameters bind values, not table or column names. Choose
dynamic identifiers from a fixed allowed set. Compare
database-specific syntax in its own documentation.
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